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CAUSAL METHODOLOGY. A COMMENT ON NANCY CARTWRIGHT’S 

HUNTING CAUSES AND USING THEM

Erik Weber

1. Introduction

In the introduction of her book, Nancy Cartwright states that with respect to causation ‘[m]etaphysics, methods and use must march hand in hand’ (1). By this she means that philosophers of causation should try to develop an integrated account, which answers three interrelated questions about causation: What do causal claims mean? How do we confirm them? What use can we make of them? She complains that philosophy traditionally only tries to answer the first question. I want to start this paper by stressing that I agree wholeheartedly
. I have tried to develop such integrated accounts for the social sciences in Weber 2007a and 2007b.

In this comment I will focus on methods for hunting causes. First, I will argue that there is no philosophically interesting distinction between methods that ‘clinch the conclusion’ and methods that ‘merely vouch for a conclusion’ (a distinction introduced in Chapter 3 of the book). Second, I will argue that – in economics and elsewhere – scientists should combine different types of evidence in order to warrant causal claims. This seems to go against what I call Cartwright’s ‘methodological situationism’ (I will explain later what this means). Finally, I will argue that simulations (laboratory experiments) are important for economics, especially because they have high policy relevance. Given the overall idea of the book (with its emphasis on policy and use) I had expected a chapter or part of a chapter on this type of evidence.

2. Are There Two Categories of Methods?

In this section I want to argue that there is no philosophically interesting distinction between methods that ‘clinch the conclusion’ and methods that ‘merely vouch for a conclusion’. In this way I want to oppose one of the central claims of Chapter 3 of the book:

Methods for warranting causal claims fall into two broad categories. There are those that clinch the conclusion but are narrow in their range of application; and those that merely vouch for a conclusion but are broad in their range of application (25)


The characteristic of methods in the first category is that ...They are deductive: if they are correctly applied, then if the evidence claims are true, then so too will the conclusions be true. That is a huge benefit. (25)

For instance: if we have a well-performed randomised experiment (well-performed means amongst other things that all possible biases are eliminated or accounted for) and the claims about probabilities in populations are true (not to be confused with claims about sample frequencies, as Cartwright rightly notices) then the conclusion that there is a causal connection between the variables that are tested follows deductively.

There is no doubt that such a distinction can be made in principle. But I don’t think it is a fruitful one because it neglects the social character of science. Suppose the results of a randomised clinical trial claiming that a drug X cures a disease Y, are published in a major medical journal. This may result in some headlines in newspapers (if Y is an important disease), but the biomedical community will just wait and see what happens if the original experiment is reproduced or replicated by other researchers (reproduction refers to identical repetition, replication to repetition with changes in the experimental design, to make the result more robust). The relevant scientific community will treat the perfectly randomised clinical trial not as something which clinches the conclusion, but as a first indication that there is a causal connection, an indication which must be further explored by future research.

In order to substantiate this view, I briefly present an ‘institutionalised’ way in which scientific communities seek for a consensus about a causal relation. First, let us have a look at the procedures of the IARC, the International Agency for Research on Cancer (a division of the World Health Organisation. Their aim is to publish (in the form of monographs) critical reviews and evaluations of evidence on the carcinogenicity of a wide range of ‘exposures’ (these exposures include individual chemicals, groups of related chemicals, complex mixtures, occupational exposures, physical and biological agents and lifestyle factors). How is the carcinogenic risk of exposures assessed? The available evidence is divided into epidemiological studies (field experiments with humans), animal experiments and information about mechanisms. The assessment consists of three phases. In the first phase, each study (no matter what kind it is) is evaluated separately. In the second phase an assessment is made of the strength of the evidence for each group (epidemiological evidence, evidence from experimental animals, evidence from mechanisms). In the third phase, the evidence of the different groups is combined.

Let us look more closely at the epidemiological studies. For ethical reasons, these field experiments with humans are almost without exception prospective or retrospective; randomised experiments are very rare. Each study is assessed according to three criteria: bias (quality of the sample procedure, elimination of observer bias, . . . ) confounding (elimination of potential confounding variables) and chance (quality of the statistical methods used to derive probabilities from sample frequencies). After the individual screening, the epidemiological studies are compared with each other. The aim of this second phase is to arrive at one of the following conclusions:

(1) There is sufficient epidemiological evidence of carcinogenicity.

(2) There is limited epidemiological evidence of carcinogenicity.

(3) The epidemiological evidence of carcinogenicity is inadequate.

(4) There is epidemiological evidence suggesting lack of carcinogenicity.

Conclusion (1) is drawn if a positive relationship has been observed in studies in which chance, bias and confounding could be ruled out with reasonable confidence. Conclusion (2) is drawn if a positive association is observed for which a causal interpretation is credible, but chance, bias or confounding could not be ruled out with reasonable confidence. Conclusion (3) is drawn if there are no studies available, or if the available studies are of insufficient quality or consistency (for the first two conclusions it is required that the positive association occurs in a large majority of the studies). Conclusion (4) is drawn if there are several adequate studies which consistently show no positive association. Note that ‘consistency of association’ (or lack thereof) plays a crucial role here. The judgement is made by taking into account several studies, each of Cartwright’s ‘clinching type’. A positive or negative result (conclusion (1) or (4)) is reached only after comparing many such studies. And doubt may persist (conclusion (3)) even if there are several well performed studies of the ‘clinching type’: the associations can be inconsistent.

Of course it is true that some methods provide stronger evidence for causal claims than others. But the argumentative power of one study performed by one team of researchers is always very limited, even if the study belongs to the ‘clinching type’. So I think the distinction is not very fruitful. A convincing case for a causal claim is always built on several studies, preferably by independent teams of researchers.

3. A Plea for Combining Methods and Types of Evidence
In my view, the best possible warrant for a causal claim comes from a combination of different types of methods and the evidence springing from these methods. I will first argue for this, and then indicate how this contradicts the views defended in Cartwright’s book.

Let us go back at the IARC procedures. We have already discussed the way they handle epidemiological studies. We now turn to animal experiments. The experiments with animals are also screened individually. One of the considerations in the evaluation is of course whether animals were allocated randomly to the experimental or control group: if that condition is not satisfied, the main possible advantage of animal experiments (viz. that they can be randomised trials) is not present in a particular study. Another consideration is whether both male and female animals were used (this prevents a possible bias). And of course the data (number of animals studied, number of tumours, length of survival, etc.) should be reported and analysed adequately (elimination of chance).

After the individual screening, the results of animal experiments are compared. The possible conclusions are:

(1) There is sufficient evidence of carcinogenicity in experimental animals.

(2) There is limited evidence of carcinogenicity in experimental animals.

(3) The evidence of carcinogenicity in experimental animals is inadequate.

(4) There is evidence suggesting lack of carcinogenicity in experimental animals.

Conclusion (1) is drawn if there are high quality studies (randomised, elimination of chance) for two or more species, consistently showing an increased incidence of tumours. Increased incidence in a well-conducted study in both sexes of a single species, can also provide sufficient evidence. Conclusion (2) is drawn if the data suggest a carcinogenic effect but are limited for making a definitive evaluation (e.g. because there is only one experiment with one sex). The criteria for conclusions (3) and (4) are similar to the ones for epidemiological studies.

IARC also takes into account mechanistic evidence. The mechanistic data include toxicokinetics (absorption, distribution, metabolism, and elimination of agents) and mechanisms of carcinogenesis (How does the agent affect the organs, tissues or cells? Does it, e.g., lead to genetic mutations?). For carcinogenic effects that have been observed in experimental animals, an evaluation is made of the strength of the evidence that it is due to a particular mechanism. The categories that are used here are ‘weak’, ‘moderate’ and ‘strong’. For instance, experimental studies which show that suppressing of key elements of a mechanism prevent the development of tumours provide strong evidence for the conclusion that the mechanism operates in the type of experimental animal that is studied. There is also an assessment of how likely it is that a particular mechanism operates in humans.

What I explained in the previous paragraphs about animal experiments and mechanistic evidence has a preliminary character. It enables the reader to understand what is going on in the third phase of the IARC procedure, where the different types of evidence are brought together. The agent under investigation is put into one of the following groups.

Group 1: The agent is carcinogenic to humans.

Group 2A: The agent is probably carcinogenic to humans.

Group 2B: The agent is possibly carcinogenic to humans. 

Group 3: The agent is not classifiable as to its carcinogenicity to humans.

Group 4: The agent is probably not carcinogenic to humans.

An agent is placed in Group 1 if there is sufficient epidemiological evidence of carcinogenicity. If the epidemiological evidence is less than sufficient, the evidence of that type is combined with the evidence from experimental animals and/or with the mechanistic evidence in order to determine the conclusion. For instance, an agent is classified in Group 2A in the following cases:

(a) There is limited epidemiological evidence of carcinogenicity and sufficient evidence of carcinogenicity in experimental animals.

(b) There is inadequate epidemiological evidence of carcinogenicity, sufficient evidence of carcinogenicity in experimental animals and strong evidence that the carcinogenesis is mediated by a mechanism that also operates in humans.

In condition (b) the mechanistic evidence is used to warrant extrapolation from animals to humans. If this warrant is absent – case (a) – stronger epidemiological evidence is required than in cases when there is such a warrant.

What the IARC criteria illustrate is that a good warrant for a causal claim often is the result of combination of different types of empirical evidence (randomised experiments with model systems (animals), non-random studies with humans) and theoretical evidence (information about mechanisms). This is in opposition to a tendency which a felt when reading the book, a tendency to link certain methodologies to certain types of systems and conceptions of causation. Here are some quotes which illustrate what I mean:

Some systems of causal relations can be regimented to fit, more or less well, some standard pattern or other[ . . . .] Then we can use the corresponding method from our tool kit for causal testing. (2)

For each metaphysical account there should be an explicit characterization of the kinds of system to which it applies; then a proof that the account and the methods it spawns are appropriate to that kind of system. (59)

These quotes suggest a rather strong connection between specific types of causation (specific causal concepts) and methods. I think the connection is not so strong. The IARC procedures show that different kinds of evidence (randomised experiments with animals, non-random studies humans, knowledge of underlying mechanisms) are used in judgement about probabilistic causal claims. 

4. On Laboratory Experiments in Economics
In laboratory experiments (also called: simulations) we experiment with real people in an artificial context. The individuals are subjected to certain inputs, and we observe their behaviour. There is always a qualitative gap (called ‘simulation gap’) between the laboratory context and the real world. This gap relates to the effect variable that is being studied: in a simulation, the effect is always in some sense ‘not real’. Let us look at some examples. Quite a lot of research has been done with mock juries (for an overview, see Jones 1996, 310–313). Suppose we want to know whether sex, age, or occupation of members of a jury in a criminal court have an influence on the verdict. For a defence lawyer it would be useful to know whether women are more lenient (i.e. declare less people guilty and/or propose less severe punishments) than men. If so, a lawyer could try to get as many women as possible in the jury. Randomised field experiments are not possible here on moral grounds (if there is a difference, some accused are better off than others). This is why simulations have been performed with respect to these research questions. The experimental subjects were asked to read the (real) evidence for and against (real) defendants. Then they had to propose a verdict (guilty or not guilty) and (if guilty) a punishment. So the experimenters tried to stay as close as possible to the real world, with one exception: the decisions of the experimental subjects did not have an effect on the defendants. The fate of the defendants was decided by a real court.

Another nice example of simulations are the studies that investigate the effect of money-back guarantee on the success of fund-raising campaigns. These simulations were triggered by real cases:

In 1980 and 1985, Canada’s New Democratic Party attempted to raise $200,000 and $250,000, respectively, in campaign contributions. They succeeded both times[.] . . . In 1979, the Association of Oregon Faculties wanted to raise $30,000 to hire a lobbyist to represent them at the state legislature. They sought $36, $60 or $84 contributions, depending on salary, from all faculty in the state. The drive was successful [.] . . . These organizations solicited donations on the understanding that the money would be refunded if the target figure was not reached. Donors, in other words, had a money-back guarantee. (Schmidtz 1995, 147–148)

The question raised by these cases is: did the money-back guarantee have an effect on the success of the campaign? A possible simulation to answer this question is described in Schmidtz 1995 (157–163).

Because of the artificial context, simulations can be randomised experiments. So scientists doing simulations do not face the problem of confounders. However, simulations provide information about causal relations in the real world only if we assume that people behave the same in the real world as they do in the artificial context. This is not an unproblematic assumption because of the simulation gap: the effect is in some sense ‘not real’. In the mock jury experiments, no one is really sent to jail or acquitted. The jury members know this, so we cannot be sure that they would think and behave in the same way in a real trial. In economic simulations experimental subjects never use their own money or other possessions. So they might be more generous or reckless than in real life. In most simulations they can earn a small amount of money, but that does not remove the problem: they cannot lose anything. 

Let us take stock. Laboratory experiments in economics and other social science have certain advantages (e.g., randomisation, and the possibility to simulate policy interventions) and also some drawbacks (e.g., extrapolation from the simulation context to the real world). Some people seem to forget the drawbacks and are very enthusiastic about experimental economics (see, e.g., Selten 2003). Without sharing this adoration, I think that laboratory experiments are a useful method in economics and other social sciences. They can complement non-random field studies in the same way as animal experiments complement the evidence from epidemiological studies in cancer research: on the basis of mechanistic evidence, we can try to show their relevance for the real world (cf. the extrapolation from animals to humans in cancer research) and combine this evidence with field studies in order to make a final judgement, in a way similar to what is done in the third phase of the IARC procedure.

Given the role that laboratory experiments can and should play in economics and the social sciences, I think they deserve more attention than they receive in Cartwright’s book (nothing is written about them in the book). The 2002 Nobel prize for economics (or better, a half of it, because he had to share it with Daniel Kahneman) was awarded to Vernon Smith for his efforts to promote and develop laboratory experiments in economics (see Guala 2005, 1–2 on this). So I end this paper with a question: does the fact that simulations are neglected in the book reflect the fact that the author thinks that they are of very limited value? Or was there another reason for this neglect? 
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� However, I would not call answers to the first question “metaphysics”. Metaphysical issues relating to causation, such a the question whether causation is something in the world or in our head, are not to be confused with questions about the meaning of causal claims; metaphysical questions constitute a separate, fourth subdomain within the philosophy of causation.





